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The application of high-precision value-flow analysis is experiencing a paradigm shift from planned executions
to online ad hoc queries driven by human auditors and AI agents. However, existing techniques struggle in
this interactive setting: exhaustive offline tabulation is fundamentally intractable, while memoryless online
search suffers from redundant exploration and SMT invocations. To bridge this gap, we propose Sponge, a
novel two-phase framework that accelerates ad hoc queries through boundary-anchored indexing. Offline,
Sponge employs an adaptive-depth strategy to selectively precompute feasible value-flow segments at critical
procedure boundaries, optimizing SMT allocation based on traversal probability and search space complexity.
Online, it utilizes an index-guided push-down search with lazy expansion to dynamically stitch these pre-
verified segments, effectively bypassing redundant state exploration and pruning unsatisfiable paths. We
evaluated Sponge on 9 C/C++ projects (up to 3.8 million LoC). Results demonstrate that Sponge drops the
95th-percentile online query time from nearly 270 s to under 50 s compared to a baseline search. Furthermore,
the adaptive strategy reduces offline indexing time by 75% over a uniform approach, amortizing the offline
cost in fewer than 300 queries for workloads dominated by complex queries.
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Software safety; Software testing and debugging.
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1 Introduction
The concept of value flow, which characterizes how values propagate across assignments, pointer
dereferences, and procedure boundaries, serves as a fundamental substrate for static analysis [10,
26, 35, 43, 49, 52]. Making this propagation explicit supports critical tasks, including vulnerability
discovery [10, 43, 51], program understanding [16, 60], and program repair [17]. Modern approaches
achieve scalability by precomputing def-use connectivity to construct a sparse value-flow graph [43,
50].
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While the value-flow graph provides a scalable foundation, making the results actionable requires
high-precision witnesses. A valid witness must correspond to a feasible path [43, 51, 57] that satisfies
two rigorous constraints: it must be realizable in its control flow (valid caller-callee matching via
extended Dyck-CFL reachability [41]), and satisfiable in its branch conditions (resolvable by an
SMT solver).

The Paradigm Shift: Planned versus Ad Hoc Queries. Value-flow analysis operates in two distinct
paradigms. The traditional paradigm relies on planned queries, such as nightly bug detection [38],
where a predefined set of source–sink (𝑠, 𝑡) pairs can be globally orchestrated to optimize aggre-
gate throughput. In contrast, we target an online serving scenario: a centralized analysis service
preprocesses a stable program revision during an off-peak period and subsequently serves multiple
downstream clients, such as security auditors [34, 53] and autonomous agents [27, 54]. Each client
issues ad hoc (𝑠, 𝑡) queries that are not known during preprocessing and arrive independently.
Consequently, the primary objective shifts from the total processing time of a fixed query batch
to per-query response time, particularly tail latency across requests. This separation motivates a
query-independent offline index whose construction cost can be amortized across clients while
retaining flexibility for unforeseen queries.

Limitations of Existing Approaches. Despite extensive research on value-flow analysis, adapting
existing techniques to support high-precision, online ad hoc (𝑠, 𝑡) queries remains inherently
difficult. We observe two primary adaptation strategies based on current methodologies, but both
fall short in an interactive querying scenario.
The first strategy adapts standard tabulation-based algorithms, which achieve context sensi-

tivity by computing function summaries bottom-up along the call graph [2, 5, 30, 43, 51]. While
effective for planned queries where targets are predefined, generalizing this mechanism to build
a universal offline index is fundamentally intractable due to the sheer volume of feasible value
flows. Consequently, ad hoc (𝑠, 𝑡) queries force the analysis to execute from scratch online. This
re-execution exposes a critical inefficiency: the bottom-up nature of tabulation requires eagerly
summarizing callees before their callers. Even if restricted to the queried values, the algorithm
inevitably explores and summarizes vast, irrelevant program regions that never participate in a
feasible path between 𝑠 and 𝑡 , inducing prohibitive latency for interactive use.
To bypass the irrelevant computations of bottom-up tabulation, a natural alternative is a push-

down, candidate-then-verify Depth-First Search (DFS) [37, 46–48]. Starting directly from the queried
endpoint 𝑠 , this approach tracks calling contexts to extract realizable paths, which an SMT solver
subsequently verifies. While restricting the search space to paths originating from 𝑠 avoids ex-
haustive summarization, it suffers from severe redundant computation. Because ad hoc queries are
typically isolated and independent, standard inter-query caching yields negligible benefits, and
determining optimal intermediate states to cache is highly non-trivial. Consequently, standard
DFS must blindly re-explore callees and repeatedly invoke the SMT solver whenever the same
program regions are reached under different contexts. This complete absence of computational
reuse severely amplifies the inherent path explosion problem [3, 8].
In summary, existing techniques offer complementary strengths but leave a gap for online ad

hoc queries. Summary-based analyses reuse computation within predefined analysis domains, but
their summaries are not designed as query-independent feasibility evidence for arbitrary endpoints.
Push-down search naturally supports arbitrary endpoints, but recomputes path feasibility across
independent queries. This raises two design questions: what semantic information can be reused
independently of future queries, and where should limited offline effort be spent?

Proc. ACM Program. Lang., Vol. 10, No. OOPSLA2, Article 340. Publication date: October 2026.



SPONGE: Adaptive Boundary-Anchored Indexing for Online Value-FlowQueries 340:3

Our Approach: Adaptive Boundary-Anchored Indexing. To bridge the gap between exhaustive
summarization and memoryless search, we propose a two-phase framework driven by two key
insights regarding value-flow paths.
First, about What to Index: We observe that the core overhead of value flow queries lies in

solving the SMT of all candidate paths. Notably, a value flow path can be divided into several
segments, and the feasibility of these segments is a necessary condition for the feasibility of the
entire path. Therefore, we consider computing and storing several feasible segments offline. Then,
for a specific online source-sink query, we can obtain fewer candidate paths by concatenating these
feasible segments, thus effectively avoiding redundant computation.
Second, about How to select the Index: We note that due to limited storage resources, it is

impractical to offline index all feasible segments. Further, we observe that there are some “busy”
nodes in the Value FlowGraph. From the perspective of incoming edges, they have a high probability
of being accessed; from the perspective of outgoing edges, they lead to dense successor paths.
Obviously, segments near these busy nodes are more critical, and indexing them will bring more
benefits to online queries.
Based on these insights, we design an adaptive, boundary-anchored indexing mechanism that

maximizes the utility of offline computations through a synergistic two-phase framework:

• The Boundary-Anchored Index:We generalize function summaries to capture the wit-
nesses and SMT satisfiability of feasible paths between arbitrary procedure boundary nodes
(BNs), such as arguments or callsite outputs. Anchoring at BNs cleanly separates dense
intra-procedural propagation from sparse inter-procedural transitions. This index allows us
to structurally stitch pre-verified segments into high-quality candidates while proactively
pruning unsatisfiable branches.
• Offline Phase (Adaptive-Depth Construction): To ensure scalability, we introduce an
adaptive-depth indexing strategy. Instead of exploring paths to a uniform depth, we dynami-
cally allocate SMT resources based on a cost-benefit strategy for each BN. By weighing a
BN’s search complexity against its traversal probability, we concentrate offline computation
strictly on the most critical boundaries.
• Online Phase (Index-Guided Search with Lazy Expansion): During an (𝑠, 𝑡) query, we
employ an index-guided push-down DFS. When the search encounters BNs, it leverages
the index to “jump” across complex inter-procedural logic. If a segment remains unindexed
due to the exhausted precomputed depth limit, it triggers lazy expansion to on-the-fly com-
pose shorter cached witnesses into longer extensions, drastically reducing redundant state
exploration and SMT calls.

Implementation and Contributions. We implemented our approach in Sponge for C/C++ and
evaluated it on 9 SPEC2017 projects (up to 3.8 million LoC). For complex ad hoc queries, Sponge
reduces expensive online SMT invocations by up to 85% and drops the 95th-percentile (P95)
response time from approximately 270 s to under 50 s compared to a baseline push-down DFS,
nearly eliminating timeouts. Additionally, our adaptive-depth strategy cuts offline indexing time
by 75% compared to a uniform approach, with the offline cost amortizing in fewer than 300 queries
for workloads dominated by complex queries.

In summary, this paper makes the following contributions:

• A novel two-phase paradigm for online ad hoc value-flow queries, which precomputes a
composable boundary-anchored index to avoid exhaustive online tabulation.
• An adaptive-depth precomputation strategy that optimizes offline SMT resources allocation at
bottleneck boundaries based on their visit probability and search space.
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• An index-guided push-down DFS with lazy expansion, which structurally stitches indexed
segments on the fly to efficiently prune unsatisfiable paths.
• An implementation (Sponge) and evaluation demonstrating a drop in P95 query time from
nearly 270 s to under 50 s over a baseline push-downDFS, and 75% lower offline time compared
to a uniform-depth approach.

2 Background
This section establishes the formal foundation of our approach. We define the guarded value-flow
graph (§ 2.1), formalize the criteria for feasible paths which serve as analysis witnesses (§ 2.2), and
contrast traditional exhaustive analysis with our online query formulation (§ 2.3).

2.1 Sparse Value-Flow Analysis
Sparse value-flow analysis abstracts program semantics into a directed graph. We first outline the
core language syntax and then define the graph construction.

2.1.1 Core Language Syntax. Figure 1 presents the syntax of our core call-by-value language [32].
To facilitate precise value-flow tracking, we assume the input program is in Static Single Assignment
(SSA) form [13], ensuring each variable possesses a unique definition site. Furthermore, we unroll
loops up to a predefined bound to statically handle cyclic control flows and guarantee analysis
termination, a common abstraction widely adopted by modern static analyzers [10, 43] and bounded
model checkers [22].

Program 𝑃 ::= 𝐹+
Function 𝐹 ::= 𝑓 (𝑣1, 𝑣2, . . . ){𝑆 ; }
Statement 𝑆 ::= 𝑣1 = 𝐿 | 𝑣1 = 𝑣2 | 𝑣1 = 𝑣2 ⊕ 𝑣3

| 𝑣1 .𝑎 = 𝑣2 | 𝑣1 = 𝑣2.𝑎 | 𝑣1 = ∗𝑣2 | ∗𝑣1 = 𝑣2
| 𝑆1; 𝑆2 | if (𝑣1 ⊙ 𝑣2){𝑆1; } else {𝑆2; }
| 𝑣𝑟 = 𝑓 (𝑣1, 𝑣2, . . . ) | return 𝑣

Arithmetic ⊕ ::= + | − | × | ÷
Comparison ⊙ ::=≡|≠|> |<

Variable 𝑉 ::= 𝑣1 | 𝑣2 | 𝑣𝑟 | . . .
Field 𝐴 ::= 𝑎1 | 𝑎2 | . . .

Literal 𝐿 ::= NULL | 𝑙1 | 𝑙2 | . . .

Fig. 1. Core language syntax.

2.1.2 Guarded Value-Flow Graph. Sparse value-flow analysis abstracts program semantics into a
directed graph where nodes are versioned SSA variables. This value propagation occurs via two
primary mechanisms: (1) Direct flows, which arise from top-level assignments. For example, a direct
assignment statement 𝑣1 = 𝑣2 yields an edge 𝑣2 → 𝑣1; and (2) Indirect flows, which occur through
memory aliases. For instance, a store statement ∗𝑣1 = 𝑣2 followed by a load statement 𝑣3 = ∗𝑣4
yields an edge 𝑣2 → 𝑣3, provided that the pointer variables 𝑣1 and 𝑣4 may point to the same memory
location. We rely on an off-the-shelf pointer analysis [26, 43, 51] to resolve alias relations upfront,
materializing indirect memory accesses as explicit value-flow edges.
To ensure the precision of the sparse analysis, the value-flow graph must be enriched with

flow conditions and calling contexts. We leverage an existing quasi-path-sensitive analysis [43] to
generate constraint formulas for the edges. Furthermore, based on the program’s call graph, we
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explicitly annotate interprocedural edges that connect actual arguments to formal parameters, and
return values to call-site assignments.

Definition 2.1 (Guarded Value-Flow Graph). Let𝑉 be the set of SSA variables. A guarded value-flow
graph (VFG) is a directed graph 𝐺 = (𝑉 , 𝐸). Each edge 𝑒 ∈ 𝐸 is denoted as:

𝑒 = (𝑢
𝛾, 𝜑
−−−−→ 𝑣)

where 𝑢, 𝑣 ∈ 𝑉 . The context tag 𝛾 ranges over the alphabet Σ𝐶 ≜ {𝜖} ∪ {J𝑖 , K𝑖 | 𝑖 ∈ {1, . . . ,𝐶}},
with 𝐶 being the number of call sites:

• 𝜖 denotes an intraprocedural step (e.g., 𝑣2
𝜖, true−−−−−→ 𝑣1 for 𝑣1 = 𝑣2).

• J𝑖 tags a call-to-callee transition, propagating an actual argument 𝑣𝑎 to a formal parameter

𝑣𝑝 at call site 𝑖 (𝑣𝑎
J𝑖 , true−−−−−−→ 𝑣𝑝 ).

• K𝑖 tags a return-to-caller transition, propagating the return value 𝑣𝑟𝑒𝑡 to the receiver 𝑣𝑟 at call

site 𝑖 (𝑣𝑟𝑒𝑡
K𝑖 , true−−−−−−→ 𝑣𝑟 ).

The term 𝜑 is a quantifier-free constraint formula guarding the flow (e.g., 𝜑 ≡ (𝑣1 > 𝑣2) for a true
branch, or true for unconditional flows).

2.2 Feasible Path and Witness
A value flow is represented as a directed path 𝜋 of length𝑚 from node 𝑢 to node 𝑣 , denoted as
𝜋 = 𝑢0, 𝑒1, 𝑢1, . . . , 𝑒𝑚, 𝑢𝑚 (or simply 𝜋 : 𝑢 { 𝑣). Along this path, we track its interprocedural calling
context sequence tag(𝜋) and its accumulated logical path constraint pc(𝜋):

tag(𝜋) ≜ 𝛾1𝛾2 · · ·𝛾𝑚, pc(𝜋) ≜
𝑚∧
𝑗=1

𝜑 𝑗 .

To represent a valid runtime execution, a path must satisfy both contextual well-formedness and
logical satisfiability. We first define contextual realizability.

Definition 2.2 (Realizable Path). A path 𝜋 : 𝑢 { 𝑣 is a realizable path, denoted as 𝜋 : 𝑢
cs

{ 𝑣 , if its
context sequence belongs to the extended Dyck-CFL grammar [21, 36], i.e., tag(𝜋) ∈ 𝐿ctx.

The context-free language 𝐿ctx is generated by the following grammar:

𝑆 → 𝑃 𝑁

𝑃 → 𝑀 𝑃 |K𝑖 𝑃 | 𝜖
𝑁 → 𝑀 𝑁 | J𝑖 𝑁 | 𝜖
𝑀 → J𝑖 𝑀 K𝑖 | 𝑀 𝑀 | 𝜖

Here,𝑀 produces perfectly matched calls and returns, 𝑃 allows unmatched returns (valid suffixes),
and 𝑁 allows unmatched calls (valid prefixes). A fundamental property of 𝐿ctx is its closure under
substring extraction.

Property 1 (Subpath Closure). For any context sequence 𝜔 ∈ 𝐿ctx, if 𝜔 can be factored as
𝜔 = 𝛼 · 𝜔 ′ · 𝛽 for some sequences 𝛼 and 𝛽 , then 𝜔 ′ ∈ 𝐿ctx.

This standard property of Dyck languages guarantees that any subpath of a realizable path
remains contextually realizable, providing the theoretical basis for offline path concatenation and
index composition. However, contextual realizability alone does not guarantee execution at runtime,
as conflicting branch conditions may render the path logically infeasible. By unifying contextual
realizability and logical satisfiability, we define a feasible path.
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Definition 2.3 (Feasible Path). A realizable path 𝜋 : 𝑢
cs

{ 𝑣 is a feasible path, denoted as 𝜋 : 𝑢
ps:sat
{ 𝑣 ,

if its accumulated path constraint pc(𝜋) is logically satisfiable.

In practice, the satisfiability of pc(𝜋) is verified using an SMT solver. Paths that are contextually
realizable but logically dead (i.e., pc(𝜋) is unsatisfiable) are denoted as infeasible paths, represented
as 𝜋 : 𝑢

ps:unsat
{ 𝑣 . Because a feasible path 𝜋 is explicitly defined as the ordered sequence of nodes and

edges {𝑢0, 𝑒1, . . . , 𝑢𝑚}, it inherently serves as the concrete witness for practical diagnosis, providing
the exact, step-by-step chain demonstrating how a value propagates from the source to the sink.

2.3 Problem Statement
Traditionally, value-flow analysis is formulated as a static, exhaustive discovery process. Given
predefined sets of source nodes 𝑆 and sink nodes 𝑇 , traditional approaches seek to compute the
universal set of all feasible paths across the entire program:

Π = {𝜋 | ∃𝑠 ∈ 𝑆, ∃𝑡 ∈ 𝑇 s.t. 𝜋 : 𝑠
ps:sat
{ 𝑡}

In contrast, emerging applications such as interactive security auditing and autonomous AI-driven
program investigation introduce a paradigm shift toward on-demand, ad hoc querying. In such
scenarios, the global sets 𝑆 and 𝑇 are not known a priori. Instead, ad hoc query pairs (𝑠, 𝑡) arrive
continuously, demanding rapid, on-the-fly responses rather than computing the entire set Π.

Online Ad Hoc Value-Flow Queries: Given a value-flow graph 𝐺 = (𝑉 , 𝐸) and a stream of
ad hoc query pairs (𝑠, 𝑡) ∈ 𝑉 ×𝑉 that arrive online, answer each query on demand by either (i)
returning a feasible path 𝜋 from 𝑠 to 𝑡 on 𝐺 (i.e., 𝜋 : 𝑠

ps:sat
{ 𝑡 ), or (ii) returning ⊥ if no such path

exists.

The fundamental challenge in resolving such ad hoc queries is the prohibitive overhead of
repeated SMT solver invocations during online path exploration. To mitigate this bottleneck, the
core algorithmic problem reduces to maximizing the utility of an offline precomputation phase.
Specifically, by indexing highly reusable, feasible path segments between procedure boundaries,
the goal is to proactively prune the online search space and accelerate the discovery of 𝜋 .

3 SPONGE in a Nutshell
In this section, we illustrate the core intuition of Sponge through a motivating example, demonstrat-
ing how an adaptive boundary-anchored index effectively mitigates path explosion and eliminates
redundant SMT invocations to accelerate online value-flow queries.

Motivation Example. As shown in Figure 2, the code snippet is presented in Figure 2a, and its
corresponding Value-Flow Graph is illustrated in Figure 2b. Consider an online querying scenario
where a stream of ad hoc query pairs arrives continuously. For example, one query might seek a
feasible path from the external input 𝑥2 to 𝑟6, denoted as (𝑥2, 𝑟6). Another entirely separate query
in the stream might check if the null pointer 𝑦3 can reach 𝑟6, denoted as (𝑦3, 𝑟6).

The Bottleneck of Naive DFS. Here, Naive DFS denotes an unindexed, on-demand push-down
search over the guarded VFG. It enforces the extended Dyck-CFL calling-context discipline and
invokes SMT only on complete source–sink candidates. Its limitation is therefore not context
insensitivity, but the absence of reusable feasibility results across independent queries. Consider
first the query (𝑦3, 𝑟6). The flow from 𝑦3 splits into two branches: one reaching 𝑝9 via 𝑧4, and
the other proceeding directly to 𝑞9. Through 𝑝9, the flow enters 𝑔 and takes one of three routes
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1 void m() {

2 int* x = input ();

3 int* y = NULL;

4 int* z = 𝜙5 ? x : y;

5 int* r = f(z, y);

6 *r = 1;

7 }

8
9 int* f(int* p, int* q) {

10 int* j = g(p, p, p);

11 int* k = h(q);

12 return 𝜙4 ? k : j;

13 }

14
15 int* g(int* u, int* v, int* w) {

16 int* a = 𝜙1 ? u : v;

17 int* b = 𝜙2 ? a : w;

18 int* c = h(b);

19 int* d = 𝜙3 ? c : b;

20 return 𝜙4 ? d : NULL;

21 }

22
23 int* h(int* i) {

24 return i;

25 }

(a) Code Example

input

𝑥2

NULL2
𝑦3

𝑧4
𝜙5 ¬𝜙5

𝑝9 𝑞9

J5
J5

𝑢15 𝑣15 𝑤15

J10
J10

J10

𝑎16
𝜙1 ¬𝜙1

𝑏17
𝜙2

¬𝜙2

𝑖24
J18

J11

𝑐18 K18

𝑑19

𝑑20

¬𝜙3
𝜙3

𝜙4
NULL20

𝑗10K10 K10 𝑘11

K11

𝑗12 𝑘12
¬𝜙4 𝜙4

𝑟5K5 K5

𝑟6

𝑣 Value-Flow Node
𝑝 Boundary Node

Value Flow Edge

J K Function Call/Return

𝜙 Branch Condition

(b) Value-Flow Graph

From To Depth Feasible Paths

𝑝9 𝑢15 1 𝑝9 → 𝑢15
𝑝9 𝑣15 1 𝑝9 → 𝑣15
𝑝9 𝑤15 1 𝑝9 → 𝑤15
𝑝9 𝑖24 2 𝑝9 → {𝑢15 → 𝑎16, 𝑣15 → 𝑎16, 𝑤15} → 𝑏17 → 𝑖24
𝑝9 𝑗10 2 𝑝9 → {𝑢15 → 𝑎16, 𝑣15 → 𝑎16, 𝑤15} → 𝑏17 → 𝑑19 → 𝑑20 → 𝑗10
𝑝9 𝑐18 3 𝑝9 → {𝑢15 → 𝑎16, 𝑣15 → 𝑎16, 𝑤15} → 𝑏17 → 𝑖24 → 𝑐18
𝑝9 𝑗10 4 𝑝9 → {𝑢15 → 𝑎16, 𝑣15 → 𝑎16, 𝑤15} → 𝑏17 → 𝑖24 → 𝑐18 → 𝑑19 → 𝑑20 → 𝑗10
𝑝9 𝑟5 5 ∅
𝑞9 𝑖24 1 𝑞9 → 𝑖24
𝑖24 𝑘11 1 𝑖24 → 𝑘11
𝑘11 𝑟5 1 𝑘11 → 𝑘12 → 𝑟5

(c) Partial Boundary-Anchored Index

Fig. 2. A motivating example of our online value-flow query and boundary-anchored indexing. Solid arrows

(“→”) represent value-flow edges, and blue boxes denote boundary nodes serving as offline index anchors.

Edge labels “J𝑖 , K𝑖” and “𝜙𝑖” indicate function calls/returns at line 𝑖 and branch conditions, respectively. The

input and NULL denote external inputs and null pointers. The bottom table (c) illustrates a partial boundary-

anchored index, detailing the feasible paths between selected boundary nodes at specific depths.

(𝑢15 → 𝑎16, 𝑣15 → 𝑎16, or𝑤15) before splitting again at 𝑏17: directly to 𝑑19 or through ℎ via 𝑖24 → 𝑐18.
This yields 6 structural candidates through 𝑝9 and one through 𝑞9. Thus, Naive DFS makes 7 SMT
calls; only 𝑦3 → 𝑞9 → 𝑖24 → 𝑘11 → 𝑘12 → 𝑟5 → 𝑟6 is satisfiable. Similarly, for the query (𝑥2, 𝑟6),
the flow passes through 𝑥2 → 𝑧4 → 𝑝9 and cannot reach 𝑞9. Naive DFS enumerates 6 candidate
paths, all of which are infeasible. Across both queries, 12 of 13 SMT invocations reject infeasible
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candidates, several of which contain the same contradictory segment. For instance, any candidate
path containing 𝑑19 → 𝑑20 → 𝑗10 → 𝑗12 is unsatisfiable due to the contradiction in 𝜙4.

Boundary-Anchored Index Structure. To eliminate redundant SMT checks during the online phase,
our framework introduces a boundary-anchored index. As illustrated in Figure 2c, the index records
the Feasible Paths between BNs. These nodes, highlighted with blue backgrounds in Figure 2b
(e.g., 𝑝9, 𝑞9, 𝑢15, 𝑖24, 𝑟5), represent the entry points of interprocedural value flows (arguments or
callsite outputs). The index categorizes these cached paths by Depth, which measures the number
of inter-procedural boundary crossings. For example, as shown in Figure 2c, the index records
two distinct entries for paths from 𝑝9 to 𝑗10. The first entry has a depth of 2, indicating paths that
cross boundaries twice (entering function 𝑔 and returning to 𝑓 ). The second entry has a depth of 4,
indicating paths that additionally cross into and out of function ℎ (via 𝑖24 and 𝑐18) before eventually
reaching 𝑗10.

Index Construction via Adaptive Depth. Computing the full transitive closure of feasible paths
between all BNs is computationally intractable. To balance offline overhead and online performance,
our offline construction employs anAdaptive Depth strategy. Instead of computing paths to a uniform
maximum depth, we assign different expansion budgets to different BNs based on their structural
complexity.

Consider the two parameters 𝑝9 and𝑞9. First, regarding inflow volume, more nodes can potentially
reach 𝑝9 (e.g., 𝑥2, 𝑦3, 𝑧4), whereas only 𝑦3 can reach 𝑞9. Second, regarding outflow search space, 𝑝9
initiates a vastly larger search space. As analyzed earlier, crossing just two function boundaries from
𝑝9 yields 6 candidate paths, whereas 𝑞9 yields only 1. Therefore, it is highly cost-effective to invest
offline resources into 𝑝9 to resolve its complex branches early. As shown in Table (c), 𝑝9 is assigned
a higher budget, and the index computes its feasible paths up to depth 5, ultimately revealing that
no feasible path exists to 𝑟5 (∅). Conversely, 𝑞9 is assigned a minimal budget, computing paths only
up to depth 1.

Accelerating Online Queries. During the online phase, the pre-computed index drastically reduces
SMT overhead. For the query (𝑦3, 𝑟6), the search first reaches 𝑝9 (𝑦3 → 𝑧4 → 𝑝9). It queries the
index for a path from 𝑝9 to the target’s enclosing boundary 𝑟5. The index immediately returns ∅,
pruning 6 SMT checks instantly. Next, the search explores 𝑞9. Because the precomputed index does
not contain a direct entry for (𝑞9, 𝑟5) (having exhausted the depth limit), the algorithm triggers lazy
expansion. It on-the-fly composes shorter cached witnesses into a longer extension by assembling
the shallow index entries: (𝑞9, 𝑖24), (𝑖24, 𝑘11), and (𝑘11, 𝑟5). It then connects this to 𝑟6, forming a
single candidate: 𝑦3 → 𝑞9 { 𝑖24 { 𝑘11 { 𝑟5 → 𝑟6. The SMT solver is invoked exactly once to
verify this assembled path, finding it SAT. For the query (𝑥2, 𝑟6), the flow reaches 𝑝9 (𝑥2 → 𝑧4 → 𝑝9).
The algorithm queries the index for (𝑝9, 𝑟5), which returns ∅. The search terminates immediately.
The query concludes that 𝑟6 is infeasible from 𝑥2 with zero SMT invocations.

4 Approach
This section details our two-phase framework. Following the motivating example, we formalize
the boundary-anchored index (§ 4.1) and an adaptive depth strategy (§ 4.2) to guide the offline
index construction via compositional generation and pruning (§ 4.3). Finally, we present the online
query algorithm with lazy expansion and its theoretical guarantees (§ 4.4), concluding with multi-
dimensional budgets for offline scalability (§ 4.5).
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4.1 Boundary-Anchored Index Structure
This subsection formalizes the boundary-anchored index. We define boundary nodes as compositional
interfaces, introduce boundary depth to quantify inter-procedural distance, and structure the index
to cache SMT-verified candidate paths across these boundaries.

Definition 4.1 (Boundary Node). Let B ⊆ 𝑉 be the set of boundary nodes (BNs):

B ≜ { 𝑣 ∈ 𝑉 | ∃𝑢, 𝜑,𝛾 . (𝑢
𝛾,𝜑
−−→ 𝑣) ∈ 𝐸 ∧ 𝛾 ≠ 𝜖 }.

We classify BNs into two (not necessarily disjoint) subsets based on their incoming interprocedural
edges: argument nodes (Barg), which receive flow via call edges (J𝑖 ), and callsite output nodes (Bout),
which receive flow via return edges (K𝑖 ). By construction, B = Barg ∪ Bout.

Anchoring at BNs is akin to summary edges in IFDS/IDE analyses: intra-procedural regions are
dense, while interprocedural connections go through sparse, compositional interfaces. Indexing only
BNs cleanly separates context-tagged interface transitions (𝛾 ≠ 𝜖) from tag-free intra-procedural
propagation (𝛾 = 𝜖), enabling the two parts to be handled independently. To formalize this abstrac-
tion, we can project any concrete, complex VFG path onto a simplified sequence consisting solely
of its boundary crossings.

Definition 4.2 (Boundary Node Sequence). Let 𝜋 : 𝑢 { 𝑣 be a path in the VFG. The boundary
node sequence of 𝜋 is defined as the ordered tuple (𝑏1, 𝑏2, . . . , 𝑏𝑘 ) such that 𝑏𝑖 ∈ 𝜋 and 𝑏𝑖 ∈ B for all
1 ≤ 𝑖 ≤ 𝑘 , preserving their exact order of appearance along 𝜋 .

The length of a boundary sequence naturally defines the structural distance of an inter-procedural
path. By measuring distance through boundary crossings rather than raw edge counts, we establish
a scalable metric for inter-procedural traversal. We formalize boundary depth as follows:

Definition 4.3 (Boundary Depth). For any VFG path 𝜋 , its boundary depth is defined as the number
of inter-procedural edges it contains:

bd(𝜋) ≜ |tag(𝜋) | .

Intuitively, bd(𝜋) is the exact number of times 𝜋 crosses procedure boundaries.
With the boundary depth established, we can now define the structure of our offline index.

The construction of an index entry begins by identifying realizable paths between two BNs at a
specific depth, which serve as our candidates. These candidates are subsequently verified for logical
feasibility using an SMT solver, with the successful results cached into the index.

Definition 4.4 (Candidate Path Set). Given two boundary nodes 𝑢, 𝑣 ∈ B and a depth 𝑑 ≥ 1, the
candidate path set Cand[𝑢, 𝑣, 𝑑] consists of all contextually realizable paths from 𝑢 to 𝑣 with exactly
depth 𝑑 :

Cand[𝑢, 𝑣, 𝑑] ≜ { 𝜋 | 𝜋 : 𝑢
cs

{ 𝑣 ∧ bd(𝜋) = 𝑑 }.

Definition 4.5 (Boundary-Anchored Index Entry). A boundary-anchored index entry is keyed by
a triple (𝑢, 𝑣, 𝑑) where 𝑢, 𝑣 ∈ B and 𝑑 ≥ 1. It stores a strict partition of the candidate paths
Cand[𝑢, 𝑣, 𝑑] into logically feasible (SAT) and infeasible (UNSAT) sets:

I[𝑢, 𝑣, 𝑑] ≜
(
SAT[𝑢, 𝑣, 𝑑], UNSAT[𝑢, 𝑣, 𝑑]

)
,

where:
SAT[𝑢, 𝑣, 𝑑] ≜ { 𝜋 ∈ Cand[𝑢, 𝑣, 𝑑] | 𝜋 : 𝑢

ps:sat
{ 𝑣 },

UNSAT[𝑢, 𝑣, 𝑑] ≜ { 𝜋 ∈ Cand[𝑢, 𝑣, 𝑑] | 𝜋 : 𝑢
ps:unsat
{ 𝑣 }.
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To formalize the construction of these entries, we define the SMT verification operator Verify.
Given any set of candidate paths 𝐶 , Verify evaluates the path conditions via an SMT solver and
partitions 𝐶 into feasible and infeasible subsets:

Verify(𝐶) ≜
(
{𝜋 ∈ 𝐶 | pc(𝜋) is SAT}, {𝜋 ∈ 𝐶 | pc(𝜋) is UNSAT}

)
.

Consequently, the index entry for a given boundary triple can be directly computed as:

I[𝑢, 𝑣, 𝑑] = Verify(Cand[𝑢, 𝑣, 𝑑]).

Because the Verify operation relies on heavy SMT invocations, exhaustively applying it to all
realizable paths across the program is fundamentally intractable. This prohibitive cost dictates that
we selectively allocate SMT resources to compute only the most cost-effective index entries.

4.2 Adaptive Index Selection
Exhaustively computing the index up to a maximum depth 𝐷 idx

max for all boundary nodes is compu-
tationally intractable. To optimize offline index construction, we first introduce an adaptive depth
strategy. Instead of applying a uniform depth limit, this strategy assigns a tailored expansion depth
𝛿 (𝑣) ∈ [0, 𝐷 idx

max] to each boundary node 𝑣 ∈ B.
The assigned depth is determined by a priority score that balances two critical factors: the

likelihood of the boundary node being accessed during online queries, and the estimated size of
the search space it will encompass. We compute this score on a logarithmic scale:

Score(𝑣) = log
(
Acc(𝑣) × Space(𝑣, 𝐷 idx

max)
)

where Acc(𝑣) is the access probability proxy, and Space(𝑣, 𝐷 idx
max) estimates the search space volume.

Access Probability Proxy (Acc). During an online query, the initial search originates from a query
source and traverses the VFG until it encounters a boundary node. Consequently, a boundary
node is more likely to be visited if it acts as the first reachable boundary for a large number
of non-boundary nodes. We formalize this by defining a backward reachability set restricted to
non-boundary nodes.

For a given boundary node 𝑣 ∈ B, a backward reachability traversal collects all nodes 𝑢 ∈ 𝑉 \ B
that can reach 𝑣 via a path containing no boundary nodes other than 𝑣 itself. Formally, let a path
𝜋 from 𝑢 to 𝑣 be represented by its vertex sequence 𝑢0, 𝑢1, . . . , 𝑢𝑚 , where 𝑢0 = 𝑢 and 𝑢𝑚 = 𝑣 . We
define the backward reachability set for 𝑣 as:

Reach
−1 (𝑣) ≜

{
𝑢 ∈ 𝑉 \ B

��� ∃𝜋 = 𝑢0 . . . 𝑢𝑚 s.t. 𝑢0 = 𝑢, 𝑢𝑚 = 𝑣, and ∀𝑗 < 𝑚, 𝑢 𝑗 ∉ B
}
.

The condition ∀𝑗 < 𝑚,𝑢 𝑗 ∉ B elegantly captures the traversal termination criterion: the path
strictly originates from a non-boundary node and does not cross or start from any other boundary
nodes before reaching 𝑣 . Computing this set for all boundary nodes can be done efficiently in
𝑂 ( |𝑉 | + |𝐸 |) time via a single backward graph traversal. The access probability proxy is then simply
defined as the cardinality of this set:

Acc(𝑣) ≜
��
Reach

−1 (𝑣)
��.

Search Space Estimation (Space). To estimate the search space, we abstract the VFG into a
Boundary Index Graph, denoted as G𝐵 = (B, E𝐵,𝑊 ). Here, the vertex set B consists of all boundary
nodes. A directed edge (𝑢,𝑤) ∈ E𝐵 exists if there is at least one feasible depth-1 indexed path from
𝑢 to 𝑤 . The weight function𝑊 : E𝐵 → N+ assigns each edge the total number of such feasible
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paths. Formally, letting SAT[𝑢,𝑤, 1] denote the set of satisfiable depth-1 indexed paths from 𝑢 to𝑤 ,
we define the edge weight as:

𝑊 (𝑢,𝑤) ≜
��
SAT[𝑢,𝑤, 1]

��.
During actual online queries, path expansion is strictly constrained by extended Dyck-CFL

reachability to ensure context sensitivity. That is, for a concatenated path 𝜋 , its tag word must
satisfy tag(𝜋) ∈ 𝐿ctx. However, accurately tracking the extended Dyck-reachability states (e.g.,
matching calls and returns) over multiple lookahead steps is computationally prohibitive for a
lightweight heuristic. Therefore, to ensure efficiency, we deliberately relax the 𝐿ctx constraints
during this estimation, treating G𝐵 as a standard directed graph where any edge sequence is
considered structurally valid. This relaxation allows us to compute a fast, structural upper-bound
estimation of the search space.
We then employ Dynamic Programming (DP) to estimate the search space Space(𝑣, 𝑘), which

represents the total number of boundary-level paths of length up to 𝑘 originating from 𝑣 . Since
the online search expands iteratively from one boundary to the next, estimating the search space
explored from 𝑣 within 𝑘 steps is equivalent to counting the number of weighted paths of length
up to 𝑘 on G𝐵 . This recurrence follows the path-counting principle underlying Ball–Larus path
profiling [6]; instead of profiling executed acyclic paths, we count depth-bounded paths on a
weighted boundary graph as a static search-space proxy. The DP state transition is formulated as:

Space(𝑣, 0) = 1,

Space(𝑣, 𝑘) = 1 +
∑︁

(𝑣,𝑢 ) ∈E𝐵

𝑊 (𝑣,𝑢) · Space(𝑢, 𝑘 − 1) for 𝑘 ≥ 1.

Intuitively, the base case Space(𝑣, 0) = 1 represents the trivial path stopping at 𝑣 . For 𝑘 ≥ 1, the
search can terminate at 𝑣 (contributing 1) or transition to a neighboring boundary 𝑢. Since there
are𝑊 (𝑣,𝑢) feasible indexed paths to reach 𝑢, and from 𝑢 the space expands by Space(𝑢, 𝑘 − 1) in
the remaining 𝑘 − 1 steps, the product𝑊 (𝑣,𝑢) · Space(𝑢, 𝑘 − 1) captures the total extended paths
routed through 𝑢.

Ultimately, Space(𝑣, 𝐷 idx
max) estimates the number of paths encompassed when expanding node 𝑣

to depth 𝐷 idx
max. Thanks to the DP formulation, this estimation process is highly efficient, computing

the search space for all boundary nodes in 𝑂 ( |E𝐵 | · 𝐷 idx
max) time.

Depth Mapping. After computing the logarithmic scores for all 𝑣 ∈ B, we apply Min-Max
normalization to map the scores into the continuous range [0, 1]. Finally, the normalized score is
scaled by 𝐷 idx

max and rounded to the nearest integer to determine the adaptive depth limit 𝛿 (𝑣). The
complete procedure is summarized in Algorithm 1.

4.3 Offline Index Construction
Bounded by the computed adaptive depths, our offline phase constructs an index of feasible paths
between boundary nodes via compositional generation (§ 4.3.1), optimized by monotonicity-driven
pruning to minimize SMT invocations (§ 4.3.2).

4.3.1 Compositional Index Construction. We construct the offline index using a compositional
strategy: iteratively generating longer candidate paths by systematically composing previously
established shorter ones. Specifically, candidates of depth 𝑑 are constructed by concatenating
candidates of depth 𝑑 − 1 with base candidates of depth 1. To formalize this generation process and
rigorously prove its correctness, we first establish the foundational operation of path concatenation.
As defined in previous sections:
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Algorithm 1: Adaptive Depth Strategy
Input: Boundary nodes B, Max index depth 𝐷 idx

max, Pre-computed Index I.
Output: Depth mapping 𝛿 : B → {0, 1, . . . , 𝐷 idx

max}.
1 Function ComputeAdaptiveDepth(B, 𝐷 idx

max,I):
2 for 𝑣 ∈ B do
3 Acc(𝑣) ←

��
Reach

−1 (𝑣)
��;

4 Space(𝑣, 0) ← 1, ∀𝑣 ∈ B;
5 𝑊 (𝑣,𝑢) ←

��I .SAT[𝑣,𝑢, 1]��, ∀𝑣,𝑢 ∈ B;
6 for 𝑘 ← 1 to 𝐷 idx

max do
7 for 𝑣 ∈ B do
8 Space(𝑣, 𝑘) ← 1 +∑𝑢∈B𝑊 (𝑣,𝑢) · Space(𝑢, 𝑘 − 1);

9 for 𝑣 ∈ B do
10 Score(𝑣) ← log

(
Acc(𝑣) · Space(𝑣, 𝐷 idx

max)
)
;

11 𝑆𝑚𝑖𝑛 ← min𝑣∈B Score(𝑣), 𝑆𝑚𝑎𝑥 ← max𝑣∈B Score(𝑣);
12 for 𝑣 ∈ B do
13 ˆScore(𝑣) ← Score(𝑣)−𝑆𝑚𝑖𝑛

𝑆𝑚𝑎𝑥−𝑆𝑚𝑖𝑛
;

14 𝛿 (𝑣) ← ⌊ ˆScore(𝑣) · 𝐷 idx
max + 0.5⌋;

15 return 𝛿 ;

Definition 4.6 (Path Concatenation). Let 𝜋1 be a path from 𝑢 to 𝑣 and 𝜋2 be a path from 𝑣 to 𝑤 .
Their concatenation, written 𝜋1 ◦ 𝜋2, is the path from 𝑢 to𝑤 obtained by traversing 𝜋1 followed by
𝜋2.

By Definition 4.6, the tag and boundary-depth functions respect concatenation:

tag(𝜋1 ◦ 𝜋2) = tag(𝜋1) · tag(𝜋2) and bd(𝜋1 ◦ 𝜋2) = bd(𝜋1) + bd(𝜋2).
Consequently, by Definition 2.2, 𝜋1 ◦ 𝜋2 is a realizable path iff tag(𝜋1) · tag(𝜋2) ∈ 𝐿ctx.
Building upon these basic properties, we abstract the composition of individual paths into a

formal set-level operator. This allows us to define the multiplication of two candidate sets.

Definition 4.7 (Context-Sensitive Set Composition). Let 𝐶1 and 𝐶2 be two sets of paths. Their
context-sensitive composition, denoted𝐶1 ⊗𝐶2, is defined as the set of all realizable concatenations
between paths in 𝐶1 and 𝐶2:

𝐶1 ⊗ 𝐶2 ≜ { 𝜋1 ◦ 𝜋2 | 𝜋1 ∈ 𝐶1, 𝜋2 ∈ 𝐶2, tag(𝜋1) · tag(𝜋2) ∈ 𝐿ctx }.

Using this composition operator, we define the layered generation of candidates. To build
candidates of depth 𝑑 , we multiply candidates of depth 𝑑 − 1 with base candidates of depth 1 across
all possible intermediate boundary nodes.

Definition 4.8 (Layered Candidate Generation). For any 𝑑 ≥ 2 and boundary nodes 𝑢,𝑤 ∈ B, the
composed candidate set of depth 𝑑 is defined as:

CompCand[𝑢,𝑤,𝑑] ≜
⋃
𝑣∈B

(
Cand[𝑢, 𝑣, 𝑑 − 1] ⊗ Cand[𝑣,𝑤, 1]

)
.
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To utilize this layered composition as the foundation for our index construction algorithm, we
must establish its exactness and uniqueness. Exactness ensures the composed set perfectly matches
the true candidate set without omissions, while uniqueness guarantees algorithmic efficiency by
preventing redundant path evaluations.

Theorem 4.9 (Exactness and Uniqeness of Layered Generation). For all 𝑢,𝑤 ∈ B and
𝑑 ≥ 2, the layered generation is exact:

Cand[𝑢,𝑤,𝑑] = CompCand[𝑢,𝑤,𝑑] .

Furthermore, the generation is strictly unique: every path 𝜋 ∈ Cand[𝑢,𝑤,𝑑] is formed by exactly one
unique triple (𝑣, 𝜋1, 𝜋2) such that 𝑣 ∈ B, 𝜋1 ∈ Cand[𝑢, 𝑣, 𝑑 − 1], 𝜋2 ∈ Cand[𝑣,𝑤, 1], and 𝜋 = 𝜋1 ◦ 𝜋2.

Proof. (Soundness): CompCand[𝑢,𝑤,𝑑] ⊆ Cand[𝑢,𝑤,𝑑]. Take any 𝜋 ∈ CompCand[𝑢,𝑤,𝑑].
By Definition 4.8 and Definition 4.7, there exists an intermediate node 𝑣 ∈ B such that 𝜋 = 𝜋1 ◦ 𝜋2,
where 𝜋1 ∈ Cand[𝑢, 𝑣, 𝑑 − 1], 𝜋2 ∈ Cand[𝑣,𝑤, 1], and tag(𝜋1) · tag(𝜋2) ∈ 𝐿ctx. By Definition 4.6,
tag(𝜋) = tag(𝜋1) ·tag(𝜋2) ∈ 𝐿ctx, hence 𝜋 is a realizable path. Moreover, bd(𝜋) = bd(𝜋1) +bd(𝜋2) =
(𝑑 − 1) + 1 = 𝑑 . Therefore, by the definition of candidate sets, 𝜋 ∈ Cand[𝑢,𝑤,𝑑].
(Completeness):Cand[𝑢,𝑤,𝑑] ⊆ CompCand[𝑢,𝑤,𝑑]. Fix any 𝜋 ∈ Cand[𝑢,𝑤,𝑑]. By definition,

𝜋 is a realizable path with boundary depth bd(𝜋) = 𝑑 . According to Definition 4.2, 𝜋 has a well-
defined boundary node sequence (𝑏0, 𝑏1, . . . , 𝑏𝑑 ) with 𝑏0 = 𝑢 and 𝑏𝑑 = 𝑤 . Let 𝑣 = 𝑏𝑑−1 be the (𝑑 −1)-
th boundary node. We split 𝜋 precisely at 𝑣 (immediately after the (𝑑 − 1)-th non-𝜖 edge), yielding
𝜋 = 𝜋1 ◦𝜋2. By this construction, bd(𝜋1) = 𝑑 − 1 and bd(𝜋2) = 1. Since 𝜋 is realizable, tag(𝜋) ∈ 𝐿ctx.
By the splittability property of the extended Dyck-CFL (Property 1), any split of a realizable
sequence yields realizable subsequences. Thus, tag(𝜋1) ∈ 𝐿ctx and tag(𝜋2) ∈ 𝐿ctx. This confirms
𝜋1 ∈ Cand[𝑢, 𝑣, 𝑑 − 1] and 𝜋2 ∈ Cand[𝑣,𝑤, 1]. Since their concatenation forms 𝜋 and tag(𝜋) ∈ 𝐿ctx,
the path 𝜋 belongs to Cand[𝑢, 𝑣, 𝑑 − 1] ⊗ Cand[𝑣,𝑤, 1], meaning 𝜋 ∈ CompCand[𝑢,𝑤,𝑑].
(Uniqueness). Suppose there are two triples (𝑣, 𝜋1, 𝜋2) and (𝑣 ′, 𝜋 ′1, 𝜋 ′2) forming the same path

𝜋 ∈ CompCand[𝑢,𝑤,𝑑]. Since bd(𝜋1) = bd(𝜋 ′1) = 𝑑 − 1, both 𝜋1 and 𝜋 ′1 must contain exactly the
first 𝑑 − 1 non-𝜖 edges of 𝜋 . By the index structure design, the endpoints 𝑣 and 𝑣 ′ are boundary
nodes, meaning they are reached immediately after crossing an interprocedural edge. Therefore,
both 𝜋1 and 𝜋 ′1 must terminate exactly at the target node of the (𝑑 − 1)-th non-𝜖 edge, which is
uniquely identified as 𝑏𝑑−1 in the boundary node sequence of 𝜋 . This forces 𝜋1 and 𝜋 ′1 to be the
exact same prefix of 𝜋 , terminating at the identical node 𝑣 = 𝑣 ′ = 𝑏𝑑−1. Consequently, their suffixes
must also be identical (𝜋2 = 𝜋 ′2). Thus, the triple (𝑣, 𝜋1, 𝜋2) is strictly unique. □

Therefore, an algorithm that constructsCand[𝑢,𝑤,𝑑] by iterating over all intermediate boundary
nodes 𝑣 and computing the context-sensitive composition Cand[𝑢, 𝑣, 𝑑 − 1] ⊗ Cand[𝑣,𝑤, 1] will
generate every target path exactly once, strictly avoiding any duplication.

4.3.2 Monotonicity-Driven Index Construction. To avoid invoking the expensive SMT solver for
every generated candidate path, we leverage the path-sensitive feasibility results already cached in
our index. Recall from Section 2.2 that the path condition pc(𝜋) is defined as the conjunction of
individual edge constraints. This definition inherently implies that pc is strictly compositional: for
any path 𝜋 decomposed into a sequence of contiguous subpaths 𝜋1 ◦ 𝜋2 ◦ · · · ◦ 𝜋𝑘 , its accumulated
path condition is simply:

pc(𝜋) =
𝑘∧
𝑖=1

pc(𝜋𝑖 ).

Proc. ACM Program. Lang., Vol. 10, No. OOPSLA2, Article 340. Publication date: October 2026.



340:14 Sixiang Peng, Chenyang Sun, Wei Chen, Bowen Zhang, and Charles Zhang

Consequently, the satisfiability of path conditions exhibits a monotonicity property: extending
a path can only restrict its solution space, never expand it. This observation forms the theoret-
ical foundation of our pruning strategy, allowing us to safely discard paths based on localized
infeasibility.

Lemma 4.10 (Subpath Pruning). Let 𝜋 be a candidate path and 𝜌 be a contiguous subpath of 𝜋 . If
𝜌 is logically infeasible (i.e., pc(𝜌) is unsatisfiable), then the entire path 𝜋 is logically infeasible.

Proof. Since 𝜌 is a contiguous subpath, 𝜋 can be factored as 𝜋 = 𝛼 ◦ 𝜌 ◦ 𝛽 , where 𝛼 and 𝛽 are
(possibly empty) prefix and suffix paths. Based on the compositionality of path conditions, we have:

pc(𝜋) = pc(𝛼) ∧ pc(𝜌) ∧ pc(𝛽) .
If 𝜌 is infeasible, then pc(𝜌) ≡ false. Therefore, the entire conjunction pc(𝜋) evaluates to false,
rendering 𝜋 infeasible regardless of the constraints in 𝛼 or 𝛽 . □

Algorithm 2: Offline Index Construction
Input: Boundary nodes B, Max index depth 𝐷 idx

max, VFG 𝐺 .
Output: Offline Index I containing SAT and UNSAT sets.

1 Function BuildOfflineIndex(B, 𝐷 idx
max,𝐺):

2 I ← ∅;
3 for each pair (𝑢, 𝑣) ∈ B × B do
4 Cand[𝑢, 𝑣, 1] ← { 𝜋 | 𝜋 : 𝑢

cs

{ 𝑣 ∧ bd(𝜋) = 1 };
5 I[𝑢, 𝑣, 1] ← Verify(Cand[𝑢, 𝑣, 1]);
6 𝛿 ← ComputeAdaptiveDepth(B, 𝐷 idx

max,I);
7 for 𝑑 ← 2 to 𝐷 idx

max do
8 for each pair (𝑢,𝑤) ∈ B × B such that 𝛿 (𝑢) ≥ 𝑑 do
9 Π𝑐𝑎𝑛𝑑 ← ∅;

10 for each 𝑣 ∈ B do
11 Π𝑟𝑎𝑤 ← I .SAT[𝑢, 𝑣, 𝑑 − 1] ⊗ I .SAT[𝑣,𝑤, 1];
12 Π𝑐𝑎𝑛𝑑 ← Π𝑐𝑎𝑛𝑑∪ FilterSuffix(Π𝑟𝑎𝑤,I, 𝑑);
13 I[𝑢,𝑤,𝑑] ← Verify(Π𝑐𝑎𝑛𝑑 );

14 return I;
15 Function FilterSuffix(Π𝑟𝑎𝑤,I, 𝑑):
16 Π𝑟𝑒𝑠 ← ∅;
17 for each 𝜋 ∈ Π𝑟𝑎𝑤 do
18 𝑖𝑠_𝑝𝑟𝑢𝑛𝑒𝑑 ← false;
19 for 𝑝 ← 1 to 𝑑 − 1 do
20 if 𝜋 [𝑏𝑝 { 𝑤] ∈ I .UNSAT[𝑏𝑝 ,𝑤, 𝑑 − 𝑝] then
21 𝑖𝑠_𝑝𝑟𝑢𝑛𝑒𝑑 ← true;
22 break;

23 if ¬𝑖𝑠_𝑝𝑟𝑢𝑛𝑒𝑑 then Π𝑟𝑒𝑠 ← Π𝑟𝑒𝑠 ∪ {𝜋} ;
24 return Π𝑟𝑒𝑠 ;
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Suffix-Only Pruning under SAT Composition. Instead of blindly generating all contextually real-
izable paths Cand[𝑢,𝑤,𝑑] and then applying SMT solvers, we can optimize the construction by
composing paths that are already known to be feasible. Specifically, we replace the raw candidate
composition with the context-sensitive composition of SAT sets: SAT[𝑢, 𝑣, 𝑑 − 1] ⊗ SAT[𝑣,𝑤, 1].

While the prefix and depth-1 extension are individually feasible, their concatenation may still be
unsatisfiable due to conflicting constraints. Since we construct paths layer by layer, any subpath
strictly within the prefix is already feasible. By Lemma 4.10, any new infeasibility must involve
the appended edge. This elegantly reduces subpath pruning to a suffix-only check: we only verify
subpaths ending with the new extension, realizing the strategy without redundant overhead.

Lemma 4.11 (Suffix-Only Pruning Suffices). Let 𝜋 = 𝜋1◦𝜋2 be a path where 𝜋1 ∈ SAT[𝑢, 𝑣, 𝑑−1]
and 𝜋2 ∈ SAT[𝑣,𝑤, 1], with boundary node sequence (𝑏0, 𝑏1, . . . , 𝑏𝑑 ). If 𝜋 contains a contiguousUNSAT
subpath 𝜌 bounded by boundary nodes, then there exists an index 𝑝 ∈ {1, . . . , 𝑑 − 1} such that the
suffix 𝜋 [𝑏𝑝 { 𝑤] is UNSAT.

Proof. Let 𝜌 be an UNSAT subpath of 𝜋 starting at boundary node 𝑏𝑝 and ending at boundary
node 𝑏𝑞 , where 0 ≤ 𝑝 < 𝑞 ≤ 𝑑 . If 𝑞 < 𝑑 , then 𝜌 must be entirely contained within the prefix 𝜋1 (since
the depth-1 extension only appends the segment from𝑏𝑑−1 to𝑏𝑑 = 𝑤 ). However, 𝜋1 ∈ SAT[𝑢, 𝑣, 𝑑−1]
has already been proven feasible, meaning no such UNSAT subpath 𝜌 can exist in 𝜋1. Thus, we
must have 𝑞 = 𝑑 , which implies 𝑏𝑞 = 𝑤 . Consequently, 𝜌 is exactly the suffix 𝜋 [𝑏𝑝 { 𝑤]. By
Lemma 4.10, the unsatisfiability of this suffix strictly implies 𝜋 is unsatisfiable. □

Overall Construction Algorithm. Theorem 4.9 and Lemma 4.11 establish the theoretical foundation
for Algorithm 2. The overall offline index construction proceeds in three logical phases:
(1) Base Layer Initialization (𝑑 = 1): We first compute all intra-procedural boundary-to-

boundary realizable paths. SMT solving is applied via VerifyCandidatesToIndex to evaluate
their path conditions. Feasible paths are recorded in SAT[𝑢, 𝑣, 1], while infeasible ones are
stored in UNSAT[𝑢, 𝑣, 1]. Crucially, these depth-1 SAT paths serve a dual purpose: they act
as the fundamental building blocks for iterative path composition, and their cardinalities
directly provide the edge weights𝑊 (𝑢, 𝑣) for the Boundary Index Graph G𝐵 , which drives
our DP-based search space estimation heuristic.

(2) Adaptive Depth Allocation: Rather than expanding all nodes to a uniform maximum depth
𝐷 idx
max, we compute an adaptive depth limit 𝛿 (𝑢) for each boundary node𝑢 ∈ B. This allocation

(detailed in Section 4.2) prioritizes high-utility nodes to save offline resources.
(3) Inductive Extension with Pruning (𝑑 ≥ 2): For each subsequent layer 𝑑 , an extension

from a starting node 𝑢 is only permitted if 𝛿 (𝑢) ≥ 𝑑 . We concatenate feasible prefixes with
base-layer feasible paths using the ⊗ operator. Crucially, before invoking the SMT solver on a
concatenated path 𝜋 , we apply the suffix-only pruning filter. We enumerate its intermediate
boundary nodes 𝑏𝑝 and query the cached UNSAT index. If any suffix is found in UNSAT, 𝜋 is
immediately discarded. Only the surviving paths are passed to the SMT solver.

4.4 OnlineQuery Algorithm
Following the offline index construction, we now present the online query phase. Given an online
value-flow query (𝑠, 𝑡), our goal is to efficiently find a feasible path 𝜋 : 𝑠 { 𝑡 by maximally
leveraging the pre-computed index. We achieve this through an index-guided search combined
with lazy index expansion, ultimately verifying the end-to-end path feasibility using an SMT solver.

4.4.1 Index-Guided Search with Lazy Expansion. During an (𝑠, 𝑡) query, the search explores the
underlying value-flow graph locally around 𝑠 and 𝑡 , and leverages the index upon encountering
boundary nodes to effectively “jump” across complex inter-procedural logic. If the search exhausts
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the precomputed offline depth limit at a given boundary, it triggers lazy expansion to on-the-fly
compose shorter cached witnesses into longer extensions.

Algorithm 3: Index-Guided Online Query with Lazy Expansion
Input: Value-flow query (𝑠, 𝑡), Max query depth 𝐷

qry
max, Pre-computed Index I

Output: A feasible witness path 𝜋 or ⊥
1 UNCHECK← ∅;
2 Function Query(𝑠, 𝑡):
3 Π𝑠𝑟𝑐 ← { 𝜋 : 𝑠 { 𝑥 | 𝑥 ∈ B, 𝑏𝑑 (𝜋) = 1 };
4 Π𝑡𝑔𝑡 ← { 𝜋 : 𝑦 { 𝑡 | 𝑦 ∈ B, 𝑏𝑑 (𝜋) = 1 };
5 for each (𝜋𝑠𝑟𝑐 : 𝑠 { 𝑥, 𝜋𝑡𝑔𝑡 : 𝑦 { 𝑡) ∈ Π𝑠𝑟𝑐 × Π𝑡𝑔𝑡 do
6 for 𝑑 ← 1 to 𝐷

qry
max do

7 Π𝑖𝑑𝑥 ←LazyExpand(𝑥,𝑦, 𝑑,I);
8 for each 𝜋𝑓 𝑢𝑙𝑙 ∈ {𝜋𝑠𝑟𝑐 } ⊗ Π𝑖𝑑𝑥 ⊗ {𝜋𝑡𝑔𝑡 } do
9 if pc(𝜋𝑓 𝑢𝑙𝑙 ) is SAT then return 𝜋𝑓 𝑢𝑙𝑙 ;

10 return ⊥;
11 Function LazyExpand(𝑥,𝑦, 𝑑,I):
12 if I .SAT[𝑥,𝑦, 𝑑] exists or UNCHECK[𝑥,𝑦, 𝑑] exists then
13 return I .SAT[𝑥,𝑦, 𝑑] ∪ UNCHECK[𝑥,𝑦, 𝑑]
14 Π𝑟𝑒𝑠 ← ∅;
15 for each 𝑣 ∈ B do
16 Π𝑝𝑟𝑒𝑣 ← I .SAT[𝑥, 𝑣, 𝑑 − 1] ∪ UNCHECK[𝑥, 𝑣, 𝑑 − 1];
17 Π𝑟𝑒𝑠 ← Π𝑟𝑒𝑠∪ FilterSuffix(Π𝑝𝑟𝑒𝑣 ⊗ I .SAT[𝑣,𝑦, 1],I, 𝑑);
18 UNCHECK[𝑥,𝑦, 𝑑] ← Π𝑟𝑒𝑠 ;
19 return Π𝑟𝑒𝑠 ;

Local Search to Boundaries. The search begins by exploring the local intra-procedural paths from
the source 𝑠 to its reachable boundary nodes, collecting prefixes 𝜋𝑠𝑟𝑐 : 𝑠 { 𝑥 . Crucially, these
paths contain no other boundary nodes except the terminal node 𝑥 (i.e., 𝑥 is the first boundary
node encountered). Similarly, we identify the target boundary nodes 𝑦 that enclose 𝑡 without any
intermediate boundary nodes, collecting local suffixes 𝜋𝑡𝑔𝑡 : 𝑦 { 𝑡 . The core task then reduces to
finding an inter-boundary summary path 𝜋𝑖𝑑𝑥 : 𝑥 { 𝑦 to bridge them.

Lazy Expansion and Path Assembly. To construct 𝜋𝑖𝑑𝑥 , the algorithm iterates through depths
from 1 to 𝐷qry

max and invokes the LazyExpand function. This iterative deepening process, combined
with recursively fetching prefixes, is essentially equivalent to a DFS over the boundary index
graph. LazyExpand acts as a unified interface for retrieving candidate paths between boundaries.
If the requested path set at depth 𝑑 was already verified offline (SAT) or generated but unverified
(UNCHECK), it returns their union immediately. Here, the UNCHECK set represents candidate
paths that have been structurally assembled but bypassed SMT verification due to the lazy expan-
sion or offline budget constraints (as detailed in § 4.5). Thus, all potentially feasible candidates
within Cand[𝑥,𝑦, 𝑑] must reside in either the SAT[𝑥,𝑦, 𝑑] or UNCHECK[𝑥,𝑦, 𝑑] set. Therefore,
LazyExpand returns their union to guarantee that no feasible paths are missed.
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If the candiates are missing, LazyExpand triggers the on-the-fly expansion. It recursively fetches
the realizable prefixes Π𝑝𝑟𝑒𝑣 at depth 𝑑 − 1 and composes them with the depth-1 SAT paths.
When selecting Π𝑝𝑟𝑒𝑣 , we take the union of SAT and UNCHECK sets to maintain completeness.
This composition works in tandem with the FilterSuffix function to achieve subpath pruning
(Lemma 4.10). Because the paths are constructed inductively layer-by-layer, any newly introduced
infeasibility can be captured by a suffix-only check (Lemma 4.11). This guarantees that paths
containing known UNSAT subpaths from the index are safely and completely filtered out from the
UNCHECK set. The surviving paths are then cached into UNCHECK[𝑥,𝑦, 𝑑] and returned.

Final Verification and Witness-First Termination. Once the summary path set Π𝑖𝑑𝑥 is retrieved, we
directly assemble the end-to-end paths by iterating over 𝜋𝑓 𝑢𝑙𝑙 ∈ {𝜋𝑠𝑟𝑐 } ⊗ Π𝑖𝑑𝑥 ⊗ {𝜋𝑡𝑔𝑡 }. For each
assembled full path 𝜋𝑓 𝑢𝑙𝑙 , we invoke the SMT_Check function. If the solver returns SAT, 𝜋𝑓 𝑢𝑙𝑙 is a
feasible witness, and the query terminates immediately. If it returns UNSAT, the path is discarded,
and the search continues.

4.4.2 Theoretical Guarantees. The integration of offline indexing and online lazy expansion main-
tains strict theoretical guarantees regarding soundness and completeness.

Theorem 4.12 (Witness Soundness). If the online query algorithm returns a path 𝜋 for a query
(𝑠, 𝑡), then 𝜋 is a feasible path.

Proof. The context-sensitive set composition operator (⊗) strictly enforces that all concatenated
paths belong to the extended Dyck-CFL grammar, ensuring they are realizable (Definition 2.2). Fur-
thermore, the algorithm reports a witness 𝜋 only if the final explicit SMT_Check on its accumulated
path constraint pc(𝜋) yields SAT. Thus, by Definition 2.3, the returned witness is strictly a feasible
path. The soundness is ultimately bounded by the underlying precision of the SMT solver. □

Theorem 4.13 (Bounded Relative Completeness). Given a maximum expansion depth limit
𝐷

qry
max, if a feasible path 𝜋 exists within this bounded search space, our framework will never erroneously

eliminate it. The offline pruning and online lazy expansion do not introduce false negatives up to depth
𝐷

qry
max.

Proof. A candidate path is discarded during offline construction or online filtering if and only if
it contains a proven UNSAT suffix. By Lemma 4.10, discarding such candidates is strictly safe, as
any path extending an unsatisfiable subpath is inherently unsatisfiable.
To ensure no feasible path is missed, all other paths are systematically preserved. The context-

sensitive composition (⊗) exhaustively enumerates all realizable concatenations without omission.
Paths that exceed the offline budget are retained in the UNCHECK set, and those yielding SMT
unknown are conservatively treated as SAT. Consequently, the union of SAT and UNCHECK forms
a lossless frontier of the search space up to depth 𝐷

qry
max. During the online query, the algorithm

systematically evaluates this frontier on-demand, guaranteeing that if a feasible witness exists
within 𝐷

qry
max, it will be eventually discovered. □

4.5 Bounding Offline Construction via Multi-Dimensional Budgets
In the worst case, the number of candidate paths grows exponentially with the composition depth
𝑑 . To guarantee offline efficiency and prevent state explosion, we introduce a multi-dimensional
budget system to strictly bound the index construction:
• Global Depth Budget: To constrain the overall offline overhead, we impose a global upper
bound on the cumulative adaptive depth across all boundary nodes (i.e.,

∑
𝛿 (𝑣)). When

distributing this limited budget, we prioritize boundary nodes that are heuristically assigned
deeper desired depths. This ensures that computational resources are strictly concentrated on
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thoroughly indexing the most critical interprocedural transitions, rather than being diluted
across trivial nodes.
• SMT Verification Budget: During the candidate path verification step (Verify(Π𝑐𝑎𝑛𝑑 ) in
Algorithm 2), we limit the number of SMT solver invocations per index entry. Once this
budget is exhausted, any remaining candidate paths bypass SMT evaluation and are directly
routed to the UNCHECKED set.
• Composition Budget: For each layer in Algorithm 2, we impose a strict limit on the number
of intermediate boundary nodes 𝑣 used to compose new paths. If this budget is triggered,
the remaining intermediate nodes are still used for composition to prevent path loss, but
the resulting concatenated paths skip SMT verification and are directly recorded into the
UNCHECK set. This prevents localized path explosion within highly complex functions.

To maintain bounded relative completeness (Theorem 4.13) and soundness (Theorem 4.12), the
offline phase ensures a lossless frontier. When a budget exhausts, unverified candidates are never
discarded; they are deferred to theUNCHECK set and remain available for subsequent compositions.
This guarantees all potentially feasible paths up to depth 𝛿 (𝑢) are strictly preserved. Ultimately,
these budgets merely tune the offline-online trade-off: higher offline budgets resolve more paths to
prune the online search space, while tighter budgets shift the SMT verification workload to the
online phase.

5 Implementation
We implemented a prototype of Sponge to evaluate its practical effectiveness, focusing on its core
infrastructure, parallel indexing, and query optimizations.
Base Infrastructure.We implemented Sponge in C++ on the Pinpoint framework [43], using

LLVM [25] for C/C++ analysis. Our VFG construction follows standard “soundy” practices [2, 28,
43, 45] for scalability: we unroll loops twice, bypass inline assembly, and manually model standard
libraries. Indirect calls are resolved via flow-insensitive pointer analysis [61]. Following common
scalable analysis practices [2, 43, 52], we assume function pointer parameters do not alias.

Offline Indexing.We accelerate index construction via layer-wise parallelization (Algorithm 2).
Inter-layer transitions are sequential to let depth 𝑑 − 1 prune unsatisfiable subpaths at depth 𝑑 ,
while intra-layer exploration and SMT checks are fully parallelized (unlike Pinpoint’s bottom-up
approach [43]). For fast online queries, the index resides entirely in main memory, serialized via
Cap’n Proto [33] to decouple the offline and online phases.

Path Sensitivity.We use Z3 [15] for SMT solving. To scale path-sensitive analysis, we adopt a no-
caching strategy [44]: rather than storing explicit path conditions in the index, Sponge dynamically
recovers them from the VFG during verification. This accelerates solving and significantly reduces
memory pressure. For fairness, we applied this identical optimization to all baselines.

6 Evaluation
To evaluate the effectiveness and efficiency of Sponge, we designed our experiments to answer the
following Research Questions (RQs):

• RQ1 (Online Query Performance): How does Sponge compare to baseline approaches in
terms of query response time, timeout rates, and precision?
• RQ2 (Offline Indexing Cost):What is the overhead of constructing the boundary-anchored
index, and how quickly is this cost amortized during online querying?
• RQ3 (Ablation Study): How do the adaptive-depth strategy and different depth limits affect
both indexing overhead and query performance?
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6.1 Experimental Setup
Datasets and Query Generation. We evaluated on 9 C/C++ projects from the SPEC2017 bench-

mark [7]. We constructed two datasets: NPD (null pointer dereference) for practical bug detection,
and Random source-sink pairs to ensure algorithmic generality.

Since trivial queries are easily resolved by existing Dyck-CFL indexes [41], we deliberately focus
on the challenging long-tail: queries guaranteed to be context-sensitively realizable but requiring
deep path-sensitive reasoning for feasibility. Using Pinpoint as an oracle, we generated a pool of
realizable queries crossing ≥ 2 procedural boundaries. For each project, we sampled 200 distinct
queries (100 feasible, 100 infeasible under Pinpoint). To maximize difficulty while preserving the
natural distribution of edge cases, we proportionally sampled queries that triggered timeouts in a
standard push-down DFS, padding the remainder with the slowest non-timeout DFS queries. This
yields 1,800 hard queries per dataset.

Baselines and Environment. Experiments ran on an Ubuntu 20.04 server (128-core Intel Xeon
2.60 GHz, 503GB RAM). We compare Sponge (index depth 𝑑 = 15) with two baselines representing
the alternatives it seeks to bridge. Pinpoint [43] represents whole-program, path-sensitive value-
flow analysis with eager summary computation. Naive DFS is the unindexed on-demand baseline:
it performs push-down DFS over the same guarded VFG, enforces the same extended Dyck-CFL
realizability, and applies the same SMT verification to complete candidate paths, but does not
consult the boundary-anchored index. Comparison with Naive DFS therefore isolates the benefit
of indexed reuse, while Pinpoint provides a comparison with whole-program summarization. We
evaluate Pinpoint on a 10% uniform sample because its exhaustive cost prevents evaluation on the
complete workload.

We restrict direct comparisons to methods that answer the same pointer-aware source–sink value-
flow queries and return feasibility-checked witnesses. Other demand-driven push-down analyses
solve domain-specific data-flow problems; Boomerang, for example, targets alias queries [46, 47],
while Corral [24] targets control-location reachability modulo theories. Adapting either paradigm
would require changing the query encoding and recovering value-flow witnesses, confounding the
effect of indexing with differences in representation and query semantics. Section 7 discusses their
methodological relationships with Sponge.

Offline preprocessing and Pinpoint used 64 threads. To bound state explosion, Sponge enforces
strict budgets: global depth (15,000), SMT verifications (100), and compositions (5, reduced to 3 for
projects exceeding 1 million LoC). Online queries have a 300 s timeout and terminate upon finding
the first feasible path. Search depth is capped at 20. Alongside standard intra-procedural limits (500
paths per function), this deliberately exposes our approach to a larger search space than Pinpoint
for fairness.
SMT solvers are utilized in three stages: (1) Lightweight pruning by Pinpoint summaries and

Sponge’s 𝑑 = 1 base index (excluded from reported SMT statistics). (2) Standard path verification
(2 s timeout) for both offline inter-procedural index and online candidates; our reported “SMT
checks” strictly count these. (3) A rigorous post-hoc oracle (20 s timeout) verifies all reported
witnesses to establish absolute correctness. Query outcomes are thus classified as: Timeout (TO),
No Witness, False Positive (rejected by oracle), or True Positive (verified by oracle).

6.2 RQ1: OnlineQuery Performance
To answer RQ1, we first compare Sponge with Naive DFS on the full datasets to isolate the effect
of indexed reuse. We then include Pinpoint on the 10% sampled subset to contrast Sponge with
whole-program summarization.
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Table 1. Online query performance. P50 and P95 represent the median and 95th percentile query response

times, including timeouts (capped at 300 s). Online SMT exclusively counts the expensive online candidate

verifications for non-timeout queries. Report (%) denotes the percentage of queries that return a witness, and

Prec (%) is the precision of these reported witnesses as confirmed by our strict independent post-hoc SMT

oracle.

Dataset Method P50 (s) P95 (s) Online SMT TO (%) Report (%) Prec (%)

NPD Naive DFS 2.21 269.82 98038 4.90 60.68 90.44
Sponge 𝑑 = 15 1.34 48.97 37264 1.86 61.69 90.68

Random Naive DFS 1.65 132.27 65861 1.94 54.06 70.50
Sponge 𝑑 = 15 0.75 40.13 9081 0.44 55.00 71.62

Effectiveness on the Full Dataset. Table 1 compares the online performance of Sponge
and Naive DFS. While both achieve fast median (P50) times, Sponge heavily outperforms on the
challenging long tail. On NPD, Naive DFS struggles with a P95 of 269.82 s and a 4.90% timeout (TO)
rate, whereas Sponge drastically reduces P95 to 48.97 s and TO to 1.86% (with similar proportional
gains on Random, dropping P95 from 132.27 s to 40.13 s and TO from 1.94% to 0.44%). This efficiency
stems from our offline index, which prunes infeasible paths early, reducing expensive online SMT
checks by nearly 62% on NPD and over 86% on Random. By avoiding timeouts on complex queries,
Sponge successfully discovers valid witnesses missed by Naive DFS, simultaneously yielding higher
report rates and precision across both datasets.

Table 2. Online query performance on the 10% sampled subset to compare with Pinpoint. Metric definitions

follow Table 1.

Dataset Method P50 (s) P95 (s) TO (%) Report (%) Prec (%)

NPD
Pinpoint > 300 > 300 56.18 39.89 90.14
Naive DFS 2.47 263.40 5.06 60.11 88.79
Sponge 𝑑 = 15 1.04 39.41 1.04 61.80 89.09

Random
Pinpoint > 300 > 300 53.33 41.11 74.32
Naive DFS 1.16 152.76 2.78 51.67 69.89
Sponge 𝑑 = 15 0.63 38.45 0.00 54.44 70.41

Comparison with Whole-Program Analysis. Table 2 highlights the limitations of whole-
program analyzers for ad hoc queries. Pinpoint’s reliance on exhaustive bottom-up tabulation
pushes both its P50 and P95 response times beyond 300 s, causing timeouts on 53% to 56% of queries
and dropping its report rate to around 40%–41% (SMT statistics are omitted due to architectural
incompatibility). In contrast, Sponge bridges the gap between exhaustive summarization and
memoryless search. Sponge maintains P50 times around 1 s or less and caps P95 strictly below
40 s. Consequently, it achieves near-zero timeouts (dropping to 0.00% on Random) and the highest
report rates among all baselines.

Figure 3 shows cactus plots of query resolution times on the 10% sampled datasets. Pinpoint scales
poorly and times out frequently. Sponge and Naive DFS perform similarly on simple queries but
diverge significantly on the challenging long tail. For complex queries, Sponge achieves substantial
speedups (often 5–10×), as shown by the log-scaled y-axis. We plot the 10% subsets to include
Pinpoint; full dataset plots show nearly identical trends and are omitted for brevity.
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(a) 10% Sampled NPD (b) 10% Sampled Random

Fig. 3. Cactus plots showing the number of queries resolved (x-axis) within a given per-query time budget

(y-axis, log scale) on the 10% sampled subsets. Sponge consistently solves more queries in less time compared

to the baselines.

Table 3. Offline indexing time (minutes) and break-even (BE) points. BE is derived from the average query

response times (seconds) of Naive DFS and Sponge (Spg). Timeouts are capped at 300 s.

Project KLOC Index NPD Queries Random Queries

(m) DFS (s) Spg (s) BE DFS (s) Spg (s) BE

leela 71 231.54 0.90 0.72 75135 16.63 0.93 885
pop2 92 97.32 22.99 2.05 279 72.00 10.59 97
cam4 96 83.34 19.78 1.73 277 60.91 16.45 112
wrf 117 82.33 18.46 0.78 279 43.11 12.78 163
povray 307 232.97 7.33 5.33 6974 0.25 0.22 438188
omnetpp 591 54.81 18.93 5.85 251 4.73 2.25 1329
xalan 1412 214.96 34.55 32.02 5101 11.65 4.15 1720
parest 2962 183.51 99.22 51.79 232 11.59 9.12 4453
blender 3841 339.00 9.32 8.69 32347 2.78 2.45 62585

6.3 RQ2: Offline Indexing Cost
To answer RQ2, we analyze the offline indexing time and the break-even (BE) point. The BE point
represents the number of online queries required to amortize the initial offline construction cost.
When computing averages, timeouts are conservatively capped at 300 seconds. Table 3 details these
metrics across the evaluated projects.

Amortization on Complex vs. Simple Queries. The cost-effectiveness of our index is particu-
larly striking for complex queries. For projects where Naive DFS is slow (e.g., pop2, cam4, wrf ),
Sponge achieves substantial online speedups, rapidly amortizing offline costs with break-even
(BE) points well under 300 queries (e.g., fewer than 100 for pop2 on Random). Conversely, for
simple queries quickly resolved by Naive DFS (e.g., leela, povray), the performance gap narrows,
increasing BE points. However, Sponge’s primary objective is tackling challenging, long-tail paths
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where traditional methods time out, rather than optimizing already-trivial queries. Therefore,
shared analysis services that receive a sufficient volume of complex queries can amortize the index
construction cost across clients.

Generality and Bounded Indexing Budgets. Table 3 shows offline indexing time is not strictly
tied to project size: leela (71 KLOC) takes 232min, while omnetpp (591 KLOC) takes 55min. Instead of
scaling unboundedly with total LoC, offline exploration is strictly capped by our multi-dimensional
budgets (Section 4.5). Upon reaching these uniform limits, the analysis defers unresolved paths to
the online phase as UNCHECK, effectively preventing state explosion regardless of project scale.
Sponge is a general framework that does not pre-assume project characteristics or query difficulty.

6.4 RQ3: Ablation Study on Indexing Strategies
To answer RQ3, we investigate the impact of our adaptive depth strategy and the chosen maximum
depth limit on both offline construction overhead and online query efficiency. We focus our ablation
study on three representative projects (pop2, cam4, and wrf) from the NPD dataset.

Table 4. Comparison of Uniform vs. Adaptive Depth (𝑑 = 15) on pop2, cam4, and wrf (NPD Dataset). Offline
SMT refers to solver calls during index construction, whereas Online SMT denotes solver calls during query

resolution for non-timeout queries (report rates are identical and omitted).

Project Strategy Offline Cost Online Query Performance

Time (m) # Entries Offline SMT P95 (s) Online SMT Precision (%)

pop2
Uniform 𝑑 = 15 365.07 210501 180696 2.40 712 83.33
Sponge 𝑑 = 15 97.32 86587 52342 2.41 751 84.85

cam4
Uniform 𝑑 = 15 336.39 213771 183640 2.82 895 97.32
Sponge 𝑑 = 15 83.34 91302 56249 2.93 871 97.32

wrf
Uniform 𝑑 = 15 306.86 171661 145669 2.62 578 87.60
Sponge 𝑑 = 15 82.33 82479 51319 2.60 635 89.92

Impact of the Adaptive Depth Strategy.We compare Sponge’s adaptive depth strategy against
a uniform depth baseline (𝑑 = 15). As Table 4 shows, blindly exploring all paths (uniform) incurs
over 300 minutes of offline computation, yields up to 213,000 index entries per project, and requires
up to 183,000 offline SMT calls. By intelligently allocating depth budgets based on node criticality,
Sponge reduces offline time by nearly 75%, cuts offline SMT calls by roughly 65% to 71%, and
reduces storage overhead (index entries) by more than half. Crucially, this massive offline reduction
preserves online efficiency: P95 response times remain strictly under 3 s, and both online SMT calls
and precision remain virtually unchanged, proving Sponge successfully isolates the most reusable
value-flow segments.

Impact of Index Depth Limits. Next, we evaluate maximum depth limits (𝑑 ∈ {1, 5, 10, 15})
using the adaptive strategy (Table 5). A shallow index (𝑑 = 1) builds quickly (in about 2 minutes)
but fails to prune the online search space effectively, causing high online SMT checks, P95 latencies
exceeding 185 s, and 4.0%–4.5% timeout rates. Increasing 𝑑 naturally raises offline costs but yields
substantial online dividends. At 𝑑 = 15, the index captures deep inter-procedural constraints,
eliminating timeouts entirely, reducing online SMT checks by over 90% compared to 𝑑 = 1, and
dropping P95 latencies strictly under 3 s. This inverse relationship between offline cost and online
latency highlights the necessity of deep indexing.
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Table 5. Performance Trade-offs across Different Index Depths using Sponge on pop2, cam4, and wrf (NPD
Dataset). Metric definitions follow Table 4.

Project Depth Time (m) # Entries P95 (s) TO (%) Online SMT

pop2

𝑑 = 1 2.2 37979 195.19 4.50 8130
𝑑 = 5 41.76 58387 16.08 0.00 4072
𝑑 = 10 62.67 68321 14.32 0.00 2420
𝑑 = 15 97.32 86587 2.41 0.00 751

cam4

𝑑 = 1 2.3 38823 192.72 4.00 14124
𝑑 = 5 35.43 55837 21.55 0.00 6608
𝑑 = 10 79.50 71279 13.34 0.00 3424
𝑑 = 15 83.34 91302 2.93 0.00 871

wrf

𝑑 = 1 2.13 34049 185.44 4.00 8105
𝑑 = 5 15.57 43634 12.92 0.00 4798
𝑑 = 10 35.07 57594 7.51 0.00 2151
𝑑 = 15 82.33 82479 2.60 0.00 635

6.5 Limitations and Future Work
While our boundary-anchored index significantly accelerates complex value-flow queries, it in-
troduces inherent memory and lookup overheads. At 𝑑 = 15, the loaded index consumes 1.06GB
on average across the nine projects, ranging from 102MB to 4.10GB. Because the index resides
entirely in memory, the current implementation risks out-of-memory errors on exceptionally large
codebases. Offloading the index to a persistent database would alleviate memory pressure but
inevitably increase lookup latency [56, 58]. Consequently, for trivially simple queries where the
search space is minimal, the retrieval overhead can outweigh the benefits and make a naive search
marginally faster.
Additionally, exhaustively indexing dense clusters of purely satisfiable paths inflates the index

size without yielding proportional performance gains, which is a localized manifestation of the
classic path explosion problem [8, 40]. Our framework also currently treats ad hoc queries as strictly
independent events, whereas real-world analysts typically issue sequences of highly correlated
queries during interactive auditing [4, 29]. To address these limitations, future work will transition
our static precomputation model into a dynamic system-level cache. We plan to introduce on-the-fly
index augmentation, cache management strategies to retain query hotspots and evict cold entries,
and adaptive solver strictness. These enhancements will make the framework more resilient to
path explosion and better optimized for continuous interactive auditing. Finally, our evaluation
assumes a stable program revision between index rebuilds. Incremental index maintenance under
code evolution is orthogonal to the planned-versus-ad-hoc query distinction and remains future
work.

7 Related Work
We situate our work at the intersection of high-precision value-flow analysis, demand-driven
reachability, and ad hoc program indexing.

High-Precision Value-Flow Analysis. Classical interprocedural frameworks such as IFDS/IDE
exploit procedure summaries as compositional interfaces [36, 39]. Whole-program analyzers such
as ESP, Saturn, Calysto, and Pinpoint use procedure summaries and path-sensitive reasoning to
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detect predefined properties [2, 5, 14, 43]. Subsequent value-flow systems reduce this cost through
summary sharing among multiple predefined checkers [42], bottom-up parallelization [45, 52], or
persistent library summaries [57]. These summaries encode transfer or feasibility information for
predefined analysis domains and properties. Sponge likewise uses procedure boundaries as com-
positional interfaces, but indexes concrete value-flow segments and their SMT-verified feasibility
results independently of future source–sink endpoints, enabling reuse across unrelated ad hoc
queries.

Demand-Driven and Push-Down Analysis. Demand-driven interprocedural analyses answer
a given query by restricting exploration to relevant program regions. Classical formulations use
CFL reachability or weighted push-down systems to preserve calling contexts [18, 37]; Boomerang
applies this principle to context-, flow-, and field-sensitive alias queries [46, 47]. Goal-directed
verification exploits procedural structure in a different setting. Corral checks a specified control-
location reachability property modulo theories and uses stratified inlining to expose procedures
as needed [24], while program transformation can lift deeply nested assertions toward the entry
procedure to accelerate such checking [23]. Both forms of analysis are guided by a query or
verification goal already known at analysis time. In contrast, Sponge precomputes selected segments
and their SMT-verified feasibility on a pointer-aware value-flow graph before future source–sink
pairs are known. Its adaptive-depth policy concentrates this query-independent effort at boundaries
with high estimated access and search-space costs. Memoized symbolic execution also reuses
solver results, but populates its cache reactively and thus retains cold-start costs for independent
queries [59].
Ad Hoc Querying and Indexing. To support interactive vulnerability auditing, frameworks

like CodeQL [4, 11] and Joern [58] decouple offline extraction of program representations (e.g.,
relational facts or property graphs) from online querying, allowing analysts to search for unforeseen
code patterns. Reachability indices similarly accelerate online queries, from general graph indices [1,
12, 19] to Dyck-CFL indices [9, 20, 61], extended Dyck-CFL reachability for source–sink pairs [41],
and compositional call-graph indices [55]. These representations and indices capture structural
reachability, whereas Sponge records path-feasibility outcomes that can directly prune SMT-based
value-flow queries.

8 Conclusion
We presented Sponge, a two-phase framework that accelerates high-precision ad hoc value-flow
queries. To bridge the gap between intractable offline tabulation and memoryless online search,
Sponge introduces an adaptive boundary-anchored index. By selectively precomputing feasible
value-flow segments at critical procedure boundaries and stitching them on the fly during an
index-guided push-down search, Sponge effectively eliminates repetitive state exploration and
redundant SMT invocations. Evaluations on large-scale C/C++ projects demonstrate that this
approach drops 95th-percentile query latency from approximately 270 s to under 50 s and nearly
eliminates timeouts, making complex on-demand analysis practical for human auditors and AI
agents.

Data-Availability Statement
A binary reproduction artifact for Sponge is publicly available on Zenodo [31]. The complete source
code is not publicly available because Sponge depends on non-public components of Pinpoint that
cannot be redistributed.
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